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Fred is a professional philosopher who comes to think a specific philosophical claim C is true—
even though there is significant disagreement in philosophy over C’s truth-value. To a first
approximation, Bernath and T6zsér’s main thesis BT is that philosophers in Fred’s position “should
suspend belief in any proposition about which there is a robust (long-standing and well-tested)
disagreement” (B&T 2026, 30). I’'m sympathetic with BT, for sure! Even so, I suspect that BT has
many exceptions and the kind of “robust” disagreement it treats is much more rare than one might
think.

When I was a PhD student in physics (before switching to philosophy), I had a particular belief B
about string theories. B was highly controversial at the time. But I didn’t know about that
controversy at all. I was under the mistaken impression that the physics community who
investigated string theories agreed with B in the sense that they had reached stable consensus on
it. Because of that, my belief in B was reasonable (at least in the sense of not being at all foolish).
My conclusion was B. My evidence E1 for B was “The overwhelming expert consensus is that B
is true”.

But then I found out, witnessing a conversation between two of my professors in the hallway after
a class in Quantum Mechanics, that there was extreme disagreement over B amongst the relevant
experts in theoretical physics. In that conversation, I was given good testimonial evidence E2 that
my original alleged evidence E1, “The overwhelming expert consensus is that B is true”, was false.
After learning this fact of disagreement, I suspended judgment on B. How on Earth could I stick
with B, given what I knew about the expert disagreement and my own status as a mere mortal
when it comes to physics? Belief suspension seemed epistemically required, exactly as B&T say.
Things didn’t change much when I moved into philosophy and witnessed philosophical
disagreement amongst a great many fully competent, careful, thorough philosophers.

I take it that thesis BT is implicitly quantified over times, philosophers, and philosophical claims.
To serve as a focal point of my essay, I will state it this way: for every philosopher P and
philosophical claim C, if P is aware that C is currently subject to robust (long-standing and well-
tested) disagreement, then P should suspend judgment on C because of Ps awareness of that
disagreement.

Three Clarifications of the BT Thesis



First clarification. I suspect that B&T implicitly require that the philosopher be aware of the
“robust” disagreement; it’s not enough that the disagreement exists. That’s why in the quantified
statement of BT I inserted a bit about awareness of disagreement.

To see why awareness is required, suppose philosopher Fred mistakenly thought that claim C was
almost universally believed by philosophers, and had had that status for ages and after thorough
evaluation. A few people have played a joke on him, leading him to be wildly misled about C’s
status in philosophy’s community and history. It’s easier to see this happening in the past, when it
was much more difficult to know what the profession thinks about individual theses. But I’ve
encountered plenty of PhD students and even lecturers and professors who have been significantly
mistaken about the amount of disagreement regarding certain philosophical views.

I think B&T would say that Fred need not suspend judgment on C, as he’s not only completely
unaware of the disagreement but has been given (misleading but) strong evidence of extreme
agreement. Indeed, given that C seems clearly true to him, he has genuine supporting evidence for
C, and he has excellent evidence that virtually everyone in philosophy has long agreed that C is
true, it might be a mistake for him to suspend judgment on C. In any case, he is epistemically
permitted to stick with C, regardless of whether he is epistemically required to stick with C.

Second clarification. It could be the case that virtually all philosophical belief is based on poor
non-testimonial evidence and should be suspended, even if there were no philosophical
disagreement at all. One might hold this skeptical view about philosophy on grounds that have
nothing to do with disagreement. As I understand it, B&T’s thesis is meant to say that disagreement
requires belief suspension, even under the assumption that the belief is otherwise evidentially
supported to a high degree. Their idea is that awareness of disagreement diminishes the epistemic
status of the belief, or perhaps believer, so much that suspension is required, assuming that the
belief/believer had significant epistemic support independently of the awareness of disagreement.
That’s why I included the ‘because’ clause at the end of BT.

Third clarification. I don’t think that B&T need the claim that “robust (long-standing and well-
tested) disagreement” is literally permanent in philosophy, despite the uses of ‘permanent’ in their
essay. That’s why I didn’t include ‘permanent’ in BT. I have three reasons for this choice.

e Most philosophical claims that were subject to robust disagreement in one time period were
not so subject in other time periods. For instance, a few decades ago, pretty much everyone
in the philosophy of language and logic agreed that epistemicism was false, but now that’s
not true.

e The amount of robust disagreement we see in the profession today might change in the
future. An easy way to imagine this: the number of philosophers falls to a dozen, and they
happen to not disagree very much. More to the point, maybe with Al and other advances,
philosophy will get a lot better by the 22" century, with very little disagreement. Or, people



will start living to age 200, and it turns out that if you investigate an issue for over a century,
you are pretty much guaranteed to end up close to agreement.

e More interestingly, I suspect that in the distant past the philosophical community didn’t
have nearly as much robust disagreement as it does now. The lack of disagreement was due
to several factors: there weren’t many philosophers around, most of them weren’t in
thorough communication with one another (so they had few opinions about each other’s
claims), there were significant selection effects that prevented many instances of
disagreement (e.g., you didn’t get to be a philosopher who communicates with others,
thereby affording more opportunities for disagreement, unless you toed the line on many
philosophical theses, especially religious ones), and so on.

So, when it comes to assessing BT, perhaps we can relax the requirement that the disagreement be
literally permanent.

How to Characterize Robust Disagreement

First point. B&T don'’t tell us ~ow bad for C the disagreement needs to be in order for suspension
on C to be required. If 90% of philosophers think C is true, 5% think it’s false, and 5% suspend
judgment—and it’s been more or less like this for decades, with many publications thoroughly
testing C—then there is “long-standing and well-tested” disagreement on C. By my lights, being
aware of those facts about the disagreement wouldn’t constitute much of a reason for suspending
judgment. So, BT would be false—provided this qualifies as a case of “robust disagreement”.

Suppose instead that 80% of philosophers think C is true, 15% think it’s false, and 5% have some
other reaction to C: does that count as robust disagreement? What if 20% agree with C, only 2%
disagree with it, but 78% suspend judgment? In the latter case, we are pulled in two directions.
First, ten times as many agree with it than disagree with it, which looks good for C-believers:
maybe they don’t need to suspend judgment! But second, almost everyone suspends judgment on
C, which is evidence that it’s somewhat epistemically premature to take any stand on C’s truth-
value. Does that situation count as robust disagreement?

On the face of'it, there is a progression of circumstances of disagreement, which supply increasing
levels of epistemic pressure to give up one’s belief in C. In most real-life cases, if you learn that
90% of the relevant specialists firmly believe that your belief C is false, that’s quite strong evidence
against C. If the figure is only 50%, that’s significantly weaker evidence. If it’s 5%, that’s virtually
no evidence at all. And as the 20/2/78 scenario from the previous paragraph suggests, it’s not
merely a matter of the percentages of “believe C” and “believe not-C”.

These are tough issues! B&T don’t address them, and I won’t either. Perhaps when it comes to
evaluating BT, it’s best to stick to clear cases of significant disagreement (and awareness of it).

Second point. Similar remarks apply to their phrase ‘long-standing and well-tested’ (how long?
And what counts as well-tested?). Like with the previous comment, perhaps we are supposed to
stick to clear cases in which philosophers have debated a claim for decades if not centuries, and



have published many essays evaluating it in great detail. That might be enough for “long-standing
and well-tested”.

Third point. More seriously, there is a problem with the epistemic statuses of the groups of
disagreeing philosophers.

A real-world worry is that C might be well accepted amongst the philosophers who publish the
most high-quality research essays about it, even though in the profession as a whole there is plenty
of disagreement on it. One might think that if philosopher P knows of the wide disagreement but
not the narrow agreement, then P should suspend judgment on C—which is what BT says. But if
P knows of both the wide disagreement and narrow, specialist, agreement, then do B&T think P
has to suspend judgment on C? On the one hand, the profession as a whole is rocked by significant
disagreement on C, which suggests that P must suspend belief. On the other hand, the small group
of relevant specialists—who have the most understanding of the issues relevant to C—pretty much
agree with C, which suggests that it’s epistemically permissible for P to stick with belief in C.

We also have the reverse situation to consider: philosophers as a whole largely agree with C but
the people who most specialize on the issues relevant to C disagree quite a bit about it.

Another case: you start out believing C but don’t have any idea about agreement or disagreement
amongst philosophers. Then you learn that there are philosophers who disagree with C. If the
details of the disagreement turn out a certain way, then you probably should, epistemically, not
suspend judgment on C, contrary BT says. Instead, you should go further, to believe ~C. For
instance, if you learned that 97% of philosophers, both from the profession as a whole and the
relevant specialists, have long thought that C is false, then the belief suspension that BT insists on
is probably an epistemic mistake, since you should believe ~C (which means you don’t suspend).

Those are tough cases, bringing up questions regarding (i) degrees of expertise, (ii) number of
disagreeing/agreeing philosophers (we need something like statistical significance in order to get
“robust” disagreement), and (iii) worrying selection effects (e.g., maybe agreement with C is
almost an entrance requirement to publishing on C).

In what follows, I will focus on the cases in which the disagreement is clearly epistemically
significant in both the profession as a whole and with more restricted sets of relevant specialists,
things like selection effects have minimal presence (so you can’t defend your belief in C with “Yes
the specialists disagree with me, but no one gets to be a specialist unless they disagree with C!”),
and the disagreement isn’t too extreme either for or against C (like in the 97% scenario).

How Much Robust Disagreement Is There?

On some occasions, B&T say that their target is “substantive” philosophical claims (36-7), and
they clarify that term with “big, central, fundamental” (37), which is helpful if vague. But on other
occasions, their target is any philosophical claim that is subject to recognized “robust”
disagreement. I think their idea is this:



(a) For any philosopher P and claim C, if P believes C and recognizes C to be subject to robust
disagreement, then P should suspend judgment on C. Recognition of disagreement requires
belief suspension, regardless of whether C is substantive.

(b) For any philosopher P and claim C, if P believes C and C is substantive, then P recognizes
C to be subject to robust disagreement. Substantive beliefs are subject to recognized
disagreement.

(c) Hence, for any philosopher P and claim C, if P believes C and C is substantive, then P
should suspend judgment on C. You’re required to suspend on substantive beliefs. (The
conjunction of (a) and (b) entails (c).)

How many of our philosophical beliefs are subject to robust disagreement?

Many philosophers probably assume that the answer is ‘a great many’, since they think many of
the philosophical claims we defend in our publications and discussions qualify. I used to think so,
but now I suspect I was about half wrong.

First point: philosophical assertion is odd. Even if | know that many philosophers have actually
written or said in discussion that my thesis C is false, I also know that philosophical assertion is
significantly different from ordinary assertion. I know many philosophers who insist that they
come pretty close to having a Pyrrhonian attitude, not fully believing or disbelieving much of any
philosophical theses even when they write multiple papers endorsing theses without fussy
qualifications. They certainly write as if they fully believe ~C, but when being careful they will
insist that they don’t really, fully, believe ~C—in the way that they believe that the USA has over
300 million citizens, for instance. Hence, even when I know that many philosophers appear to
disagree with my belief C, I don’t know how much real disagreement is going on.

Second point: few have heard of your thesis. As I write this essay I’m also working on a paper on
the epistemology of religious testimony, in which I focus on a thesis that I am sure many
philosophers of religion will be interested in. But I’'m also certain that there is no disagreement
about it because no one other than me has ever considered it. We do this offen, maybe even most
of the time! A philosopher of mind writes a paper defending her specific kind of physicalism, one
that few others have ever considered. Should she suspend judgment on it, even though only a few
or even zero other philosophers have ever considered it? There certainly isn’t any “long-standing
and well-tested” disagreement about it.

These cases bring up three interesting issues.

¢ Generic vs. more specific theses. In response to the very general query ‘Are you a
physicalist?’ virtually every philosopher of mind has to answer ‘Well, yes, no, and maybe!
I endorse some physicalist theses, reject others, and neither accept nor reject yet others’. If
you find out that Fred says he a physicalist, the odds are that you won’t know if he agrees
or disagrees with you on the ontology of the mind, since you have no idea what physicalist



theses he accepts, rejects, etc. Sometimes you’ll know that he disagrees with you, as when
you reject virtually every physicalist thesis, but that kind of case isn’t common.

e Polysemy for key philosophical terms. Some philosophical terms, such as
‘consciousness’, ‘free will’, ‘rational’, and ‘meaning’ are clearly polysemous—and others
are more subtly polysemous, such as ‘epistemically rational’. So, even when we seem to
disagree, there’s a real chance that we are talking past one another, with no genuine
disagreement (or agreement).

¢ Entailment relations amongst theses. Entailments amongst actually advocated
philosophical positions are relatively rare (if you disagree, try constructing a rigorous proof
of the entailment, paying careful attention to modalities, quantifiers, quantifier domains,
second-order predicates, and so on). But suppose you discover that Fred’s thesis T really
does entail the negation of your claim C; so, you know that he disagrees with you. Fred
probably never considered that entailment, and perhaps the disagreement-by-entailment is
less epistemically significant than conscious disagreement.

I’m not denying that there are philosophical claims that many philosophers believe and many
disbelieve. We use the Fine-Tuning argument and Problem of Evil to argue for and against the very
same religious thesis. Or, a famous philosopher publishes a defense of claim C and then a large
number of other philosophers publish replies, defending C or defending ~C.

But two points must be kept in mind.

First, even in the case of the famous philosopher’s thesis and the subsequent replies, we are most
often talking about maybe a couple dozen articles total over a few years, before the philosophical
community moves its attention to other theses. Disagreement is epistemically most significant
when there is a large number of highly competent evaluators who have done a thorough evaluation
of C. For instance, if you learn that one philosopher disagrees with your thesis, that usually doesn’t
tell you much of anything of significance, since it could easily be the case that over 80% of
specialists would agree with you if given the chance to thoroughly evaluate your thesis. Small
sample size usually doesn’t mean much (but not always; disagreeing with a god can count a lot),
and a couple dozen careful opinions doesn’t amount to a large sample size.

If we decide to include casual philosophical opinions on the famous philosopher’s thesis—so there
are hundreds of opinions on it instead of just a couple dozen—well, who cares about them, given
that their opinions are merely casual? Casual opinions amongst philosophers don’t mean much
when it comes to the epistemology of disagreement because they aren’t the result of thorough
evaluation. Frankly, I don’t care what the profession as a whole thinks about the theses I endorse
in my publications because the vast majority of those philosophers didn’t arrive at their opinions
as a result of investigation that was anywhere near as thorough and careful as mine—because I
don’t endorse theses unless I’ve worked incredibly hard on them. If you work only in normative
ethics and political philosophy but disagree with my claim C in the philosophy of language, then
learning of your disagreement doesn’t give me much reason to think I was wrong about C. Roughly



put, the epistemic strength of the threat of disagreement on claim C is proportional to the degree
of expertise, on C, of the disagreeing philosophers, amongst other factors.

Second, like I said above, if you are a non-famous philosopher, then for many (not all!) of the
philosophical claims you actually defend, there is no significant disagreement because there is
almost no one other than you who has any opinion on the claim.

Finally, this comment isn’t an argument against the truth of BT. It addresses only the extent of
BT’s application.

Actual vs. Subjunctive Robust Disagreement

Following up on some of the preceding comments, perhaps B&T want to hold that we are required
to suspend judgment not only on philosophical claims for which there is actual, existing, robust
disagreement, but also on claims that we believe with very high confidence would result in robust
disagreement if people would bother to investigate them.

This seems to me like a promising way to go, which is why I said that I was only “half wrong”
about the extent of robust disagreement. The philosopher of mind from the previous section who
defends her own kind of physicalism will, if she’s been working in philosophy for a while, probably
admit something like ‘Although almost no one has evaluated my version of physicalism, if the
profession bothers to do it, they will very likely disagree about it in a significant way, just like they
do about tons of other philosophical claims’.

There is no argument here against the truth of BT. Instead, it’s a suggestion that maybe the
reasoning behind BT, if it supports BT, then it also supports a closely related thesis, one that doesn’t
require actual disagreement but something I’ll call subjunctive disagreement: the believer in C
fully admits that it’s extremely likely that there would be robust disagreement regarding C if C
were thoroughly evaluated by a significant number of relevant specialists.

Many philosophers will deny subjunctive disagreement for their theses. I am not the only one who
has encountered philosophers who sincerely think that if the relevant philosophical specialists
would bother to evaluate their claim C thoroughly, those specialists would almost entirely agree
with C. According to these benighted philosophers, not only is there no significant disagreement
about C—which is true—but there wouldn’t be significant disagreement about C should it be
widely and competently evaluated by the relevant set of specialists—which is virtually always
false. I once coauthored with one of these people.

I suspect that many of these philosophers might not be epistemically guilty in the acquisition of
belief in C, but they are epistemically either foolish or clueless in believing that C would not
encounter significant disagreement should it be widely and competently evaluated. If you are
convinced that not only is there no actual disagreement over C but there wouldn’t be if C were
evaluated by the relevant specialists, then you are epistemically permitted to acquire the belief C—
even though you’re dead wrong about the subjunctive agreement. Hence, the location of their



mistake might not be in their belief acquisition but in something that they did prior to forming that
belief.

The disjunction ‘either foolish or clueless’ in the previous paragraph is important. The cluelessness
might not be epistemically subpar, if the agent is inexperienced enough.

Do Epistemic Superiors Need to Suspend Judgment?
I suspect that B&T don’t need the claim that BT holds for literally every philosopher. Two cases:

e Donald is a god, with super-human cognition. Our opinions about Donald’s belief C are
about as epistemically significant, for Donald, as the opinions of 10-year-olds are for you.
It would be like suspending your belief that Taylor Swift isn’t one of the greatest song
writers in history, merely because you’ve discovered that many children insist that you’re
wrong.

e Margo knows X: ‘When it comes to the small number of narrow topics relevant to C, I am
in a far better epistemic position to evaluate C compared to virtually all the philosophers
with the relevant specialization’. She knows full well that she’s not super-human! But when
it comes to C, she knows she’s pretty much on top.

Fictional Donald need not suspend belief. Margo’s case is fairly realistic. Timothy Williamson has
belief C on the sorites paradox. The fact that many philosophers disagree with C might put some
epistemic pressure on him to reduce his confidence in C, but how much, given that he has been
thinking about the paradox at the very highest level for well over 30 years, whereas virtually
everyone who disagrees with him hasn’t come close to that kind of high-level investigation?

This isn’t to say that Williamson is super-human like Donald or epistemically much better than
everyone else in a general sense. Instead, the point is that the epistemic pressure that awareness of
disagreement conveys on a person is proportional to something like the relative level of expertise
of that person compared to those they disagree with. If you, as a lecturer or professor, find out that
a (normal) undergraduate kid disagrees with one of your philosophical beliefs about free will, that
doesn’t amount to much evidence you’re wrong. If the disagreeing person is a PhD student in
philosophy, the evidence is increased in strength. If it’s a professor, it’s increased again. If it is one
of the foremost experts in the world on the topic, it’s increased yet again.

The more difficult, and common, case occurs when someone mistakenly thinks they are in Margo’s
situation. I will offer a few comments in the next section.

At one point B&T say “However, the fact that permanent disagreement surrounds a philosophical
problem does not mean that there is no individual philosophical knowledge—one of the parties
may still have knockdown arguments” (37). My comment requires not knockdown arguments but
vastly superior philosophical insight (I discuss knockdown arguments in Frances 2026).

Different Epistemic Mistakes Due to Disagreement



It’s intuitive that if one knows of the robust disagreement on C (assuming a clear case, which
avoids the objections presented above) but doesn’t suspend judgment on C, then one has made an
epistemic mistake of some kind. But there are nuances that are interesting.

Jane firmly believes that P = Q: if Tom got the job offer, then he accepted it. Then she investigates
whether P: Tom got the offer. At this point she neither believes nor disbelieves that Q, since she
recognizes that she has no significant evidence either way on that matter. Then she comes to firmly
believe P, that he got the job offer. Given that nothing weird is going on (like with a Frege or
Kripke puzzle about belief, for instance), her inference, to the belief Q, that Tom accepted the job
offer, is epistemically rational, reasonable, and justified in at least one sense.

The interest in the Jane scenario starts from an additional stipulation: Jane’s beliefs in both P =2 Q
and P were clearly epistemically irrational, unreasonable, and unjustified (in any of several senses).
Because of that fact, her new belief in Q is epistemically irrational, unreasonable, and unjustified
(in those very senses), since it gets its epistemic status from the epistemic statuses of her beliefs in
both P 2> Q and P.

Hence, her coming to believe is epistemically fine in at least one sense, but her belief itself isn’t
epistemically fine in at least one sense.

This matters to the epistemology of disagreement, in a couple ways.

First, because the epistemic statuses of coming to believe need not be identical to the epistemic
statuses of the belief itself, the answers to superficially similar questions can be different:

e Scenario 1. Suppose you first learn of the robust disagreement, before having any opinion
on C. Later, after investigating C, you come to believe it. There are three issues. First, was
your coming to believe C epistemically forbidden/bad/relatively poor? Second, is your
belief in C epistemically forbidden/bad/relatively poor? Third, is there an epistemic
requirement that you give up your belief in C?

e Scenario 2. Suppose instead that you first come to believe C, before learning of the robust
disagreement about it. Later, you learn of the disagreement and keep your beliefin C. First,
is your belief in C epistemically bad after the realization of disagreement? Second, is your
conscious refusal to give up belief in C epistemically forbidden/bad/poor? Third, is there
an epistemic requirement to give up your belief in C?

Second, the merely possible distinction in answers to those questions is probably actual, as the
following version of scenario 1 shows.

Jack knows of the robust disagreement regarding C but has no opinion on C. After long
investigation, he comes to two beliefs: C is true and X is true, where X is ‘“When it comes to
the small number of narrow topics relevant to C, I am in a far better epistemic position to
evaluate C compared to virtually all the philosophers with the relevant specialization’ (we used
X in the Margo story). X is definitely false, but Jack doesn’t know that fact.



This is hardly unrealistic! Most of us know that plenty of philosophers actually fit this condition:
they are humble and self-aware enough to know that they aren’t even close to being God’s gift to
philosophy, but when it comes to the particular, specific theses they have defended at length, belief
in their own epistemic superiority regarding that particular thesis is common.

My guess is that since Jack has that belief about his epistemic superiority—narrow superiority for
sure, but relevant to C—his coming to believe C in the face of robust disagreement is epistemically
permitted, even if (I don’t know) the belief in C itself is not epistemically permitted. After all, if
you evaluate C for several years and it seems clear to you that it’s true, and despite your awareness
of the robust disagreement regarding C you think that when it comes to the small number of narrow
topics relevant to C, you are in a far better epistemic position to evaluate C compared to virtually
all the philosophers with the relevant specialization, then the awareness of disagreement shouldn’t
block your rationally coming to believe C. His belief in his narrow superiority might be false or
unjustified (or both), but given that he had it, the inference to C seems reasonable to me.

Finally, a fascinating and I suspect pretty common scenario shows that in many real-world cases,
the epistemic significance of the failure to suspend is significantly diminished.

Even when there is a crystal clear case of actual robust disagreement regarding C, it might be
relatively easy to get the believer to switch their belief from C to C*, where the latter is what they
really wanted all along, or so they are inclined to insist after seeing the C-C* difference. They
started out adopting thesis C based on a group G of considerations, but after talking it over with
others, they realize that all they really want is thesis C*, which aligns with G much better than C
does. I’ve witnessed this many times. For a relatively simple example, here is a list of progressively
more demanding physicalist theses:

Physicalism-for-Biology: biological creatures are entirely physical
Physicalism-for-Our-Causality: anything we can have causal relations with, even indirectly, is
entirely physical

Physicalism-for-Our-Spacetime: anything we bear spatiotemporal relations to is entirely
physical

Physicalism-for-All-Spacetime: anything with spatiotemporal relations is entirely physical
Physicalism-for-All-Reality: anything that exists at all is entirely physical

One can endorse one of these theses without endorsing ones that are lower on the list. When
presented with this list (or a suitably more nuanced one), a philosopher will often abandon their
previously endorsed physicalism for a new one.
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